
ANALYZING AND BOOSTING THE PERFORMANCE OF EXPLICIT
RESULT DIVERSIFICATION METHODS FOR WEB SEARCH

A THESIS SUBMITTED TO
THE GRADUATE SCHOOL OF NATURAL AND APPLIED SCIENCES

OF
MIDDLE EAST TECHNICAL UNIVERSITY

MEHMET AKÇAY

IN PARTIAL FULFILLMENT OF THE REQUIREMENTS
FOR

THE DEGREE OF MASTER OF SCIENCE
IN

COMPUTER ENGINEERING

DECEMBER 2016





Approval of the thesis:

ANALYZING AND BOOSTING THE PERFORMANCE OF
EXPLICIT RESULT DIVERSIFICATION METHODS FOR WEB

SEARCH

submitted by MEHMET AKÇAY in partial fulfillment of the requirements for
the degree of Master of Science in Computer Engineering Department,
Middle East Technical University by,

Prof. Dr. Gülbin Dural Ünver
Dean, Graduate School of Natural and Applied Sciences

Prof. Dr. Adnan Yazıcı
Head of Department, Computer Engineering

Assoc. Prof. Dr. İsmail Sengör Altıngövde
Supervisor, Computer Engineering Dept., METU

Examining Committee Members:

Prof. Dr. Özgür Ulusoy
Computer Engineering Dept., Bilkent University

Assoc. Prof. Dr. İsmail Sengör Altıngövde
Computer Engineering Dept., METU

Prof. Dr. İsmail Hakkı Toroslu
Computer Engineering Dept., METU

Prof. Dr. Ahmet Coşar
Computer Engineering Dept., METU

Assoc. Prof. Dr. Pınar Karagöz
Computer Engineering Dept., METU

Date:



I hereby declare that all information in this document has been ob-
tained and presented in accordance with academic rules and ethical
conduct. I also declare that, as required by these rules and conduct,
I have fully cited and referenced all material and results that are not
original to this work.

Name, Last Name: MEHMET AKÇAY

Signature :

iv



ABSTRACT

ANALYZING AND BOOSTING THE PERFORMANCE OF EXPLICIT
RESULT DIVERSIFICATION METHODS FOR WEB SEARCH

AKÇAY, Mehmet

M.S., Department of Computer Engineering

Supervisor : Assoc. Prof. Dr. İsmail Sengör Altıngövde

December 2016, 51 pages

A recent study on the topic of additivity addresses the task of search result

diversification and concludes that while weaker baselines are usually significantly

improved by the evaluated diversification methods, for stronger baselines, no

significant improvement can be observed. Due to the importance of the issue

in shaping future research evaluation strategies in search results diversification,

in this thesis, we first aim to reproduce the findings reported in the previous

study, and then investigate its possible limitations. Our extensive experiments

first reveal that under the same experimental setting with that previous study,

we can reach similar results. Next, we hypothesize that for stronger baselines,

tuning the parameters of some methods should be done in a more fine-grained

manner. With trade-off parameters that are specifically determined for each

baseline run, we show that the percentage of significant improvements even over

the strong baselines can be doubled. As a further issue, we discuss the possible

impact of using the same strong baseline retrieval function for the diversity
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computations of the methods. Finally, the effect of another parameter in search

result diversification i.e. candidate set size is analyzed and we show that using

adaptive candidate set size on a query basis instead of a fixed value across all

queries, performances of result diversification methods on strong baselines can

be further improved. In conclusion, in the case of a strong baseline, it is more

crucial to tune the parameters of the diversification methods to be evaluated;

but once this is done, additivity is achievable.

Keywords: result diversification, additivity, weak baselines, statistical signifi-

cance
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ÖZ

WEBDE ARAMA İÇİN KULLANILAN AÇIK SONUÇ ÇEŞİTLENDİRME
YÖNTEMLERİNİN PERFORMANSLARININ İNCELENMESİ VE

İYİLEŞTİRİLMESİ

AKÇAY, Mehmet

Yüksek Lisans, Bilgisayar Mühendisliği Bölümü

Tez Yöneticisi : Doç. Dr. İsmail Sengör Altıngövde

Aralık 2016 , 51 sayfa

Arama sonuçları çeşitlendirme yöntemlerinin katkısı üzerine, yakınlarda yapı-

lan bir araştırma sonucuna göre zayıf referans değerleri, çeşitlendirme metod-

ları tarafından çoğunlukla belirgin derecede iyileştirilebilirken, güçlü referanslar

için, önemli derecede hiçbir iyileştirme sağlanamıyor. Bu konunun gelecekteki

araştırmalarda, çeşitlendirme yöntemlerinin değerlendirilmesinde kullanılacak

stratejileri şekillendirmesindeki önemi nedeniyle, bu tezde, öncelikle bahsi ge-

çen araştırmadaki sonuçların başarılı bir şekilde yinelenmesi ve sonrasında olası

sınırlamalarının incelenmesi hedefleniyor. Kapsamlı deneylerimiz, ilk olarak, ön-

ceki çalışmayla aynı deneysel ortamda benzer sonuçlara ulaşabileceğimizi ortaya

koyuyor. Daha sonra, daha güçlü referans değerleri için, bazı yöntemlerin para-

metrelerini ayarlamanın daha hassas bir şekilde yapılması gerektiği varsayımında

bulunuyoruz. Duruma özel olarak belirlenen dengeleme parametreleriyle, güçlü
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referans değerleri üzerinde bile belirgin iyileştirmelerin oranının ikiye katlan-

dığı gösteriliyor. Bir diğer konu olarak, kullanılan yöntemlerin çeşitlilik bileşeni

hesaplanırken, güçlü referans değerleri alınırken kullanılan fonksiyonların aynısı-

nın kullanımının performanslar üzerindeki olası etkileri ele alınıyor. Son olarak,

aday seti boyutunun performansa etkilerini analiz edip, bütün sorgular için aynı

boyutu kullanmak yerine sorgu bazında değişen aday seti boyutları kullanma-

nın performansı daha da iyileştirebileceği gösteriliyor. Sonuç olarak, güçlü bir

referans değeri için, çeşitlendirme yöntemlerinin parametrelerinin ayarlanması,

performansın artırılması açısından daha önemlidir. Bu başarılı bir şekilde yapıl-

dığı takdirde, performanslarda iyileştirme sağlamak mümkündür.

Anahtar Kelimeler: sonuç çeşitlendirme, katkı, zayıf referans değerleri, istatistiki

önem
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CHAPTER 1

INTRODUCTION

1.1 Motivation

Everyday, millions of queries are issued on a variety of search engines by people

all around the world, and people can sometimes lack the capability of expressing

their true needs via queries of a few words. In fact, majority of queries issued

consist of 3 or less number of words [1] that have a high possibility of being

ambiguous or underspecified which makes it a trickier task for search engines to

predict the user intention with a query.

Assuming user intentions and acting on that can result in unsatisfied users for an

information retrieval system. Instead what it should do is to cover as many topics

as possible about that query and provide the result they want in the diversified

set, and the way to achieve this task is through search result diversification.

Search result diversification in Information Retrieval (IR) is fundamentally the

process of (re-) ranking the retrieved documents for a query so that the top-

ranked results would satisfy the users who all issue the same query but with

diverse intents [2]. Search result diversification has taken the well-deserved at-

tention of many researchers lately, and there are many methods and techniques

developed in order to deal with it.

In order to re-rank documents, some of the diversification methods only rely on

the information present with the initial retrieved set of documents. Those are

called implicit diversification methods. In the last few years, however, methods
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that are based on the explicit information of query aspects have been proved

to successfully utilize those to perform better. Those aspects can be identified

by categorizing queries into a taxonomy [3] or by going through query logs [4].

Those explicitly described aspects of queries are called subqueries and the meth-

ods that exploit those to perform diversification are called explicit diversification

methods.

In a recent study, Kharazmi et al. [5] investigated the additivity of some of those

search result diversification methods with respect to different types of baselines

for various IR tasks. First coined by Armstrong et al. [6], the additivity of a

method refers to its capability to improve a strong baseline given an improvement

over a weak one.

Besides several other very useful and inspiring analyses and discussions, Kharazmi

et al. also focussed on diversification, by employing three implicit and three ex-

plicit search result diversification methods, and several baseline runs (i.e., adhoc

runs submitted to TREC [7] between 2009 and 2011 without any diversification

effort) to investigate the additivity of the possible improvements made by these

methods over weak and strong baselines. We emphasize that in this context, the

term baseline refers to an adhoc retrieval method/system that returns a candi-

date result list (i.e., a run in TREC terminology) to be diversified, and a weak

baseline run is such a list with a relatively low initial diversity performance (with

respect to well-known evaluation metrics such as α-nDCG [8] or ERR-IA [9]).

Their findings are quite striking: even when the diversification methods are

found to consistently and significantly improve the weak baselines (and this only

holds for the explicit diversification methods using the TREC official subtopics),

these methods rarely improve the stronger ones; i.e., additivity does not occur.

1.2 Problem Definition and Our Approach

The implications of the conclusion derived from research mentioned earlier are

important in many aspects. It says that in the future, researchers should use

stronger baselines even for the initial retrieval stage to demonstrate the power
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of their diversification method, i.e., a simple adhoc run produced by a typical

system (say, Lucene [10], Terrier [11] or other research prototypes) or method

(say, BM25 [12]) cannot be considered adequate. Given that at least some of

these stronger baseline runs may involve several additional features that are

extracted from external resources, such as proprietary datasets or even public

ones that are no longer available (e.g., a modified web site or taxonomy), the

necessity of such baselines may slow down the pace of experimentation in this

subject area.

Therefore, we strongly believe that it is mandatory to repeat the procedure

described by Kharazmi et al., and investigate their findings. After validating

the results presented in that previous research, we try to question the validity

of the resulting claims on additivity via additional experiments and analysis.

There are three main components in a typical search result diversification method.

First of all, the function or method used to compute the relevance of a query

to a document, second, the trade-off parameter used to balance the diversifica-

tion and similarity part of the scoring functions used to re-rank documents ,and

third one is the documents that will be re-ranked which is called candidate set.

We try to investigate through all these elements of diversification methods and

try to find the possible shortcomings of the previously mentioned research that

resulted in such claims.

1.3 Contributions

The main contributions of this thesis can be summarized as follows:

1. Our experimental findings under exactly the same setup verify the results

in [5].

2. Moreover, our additional experiments where we set the λ trade-off param-

eter of some diversification methods (i.e. the parameter that balances the

relevance to the main query and the diversity with respect to the query

subtopics) for each baseline separately show that these methods can actu-
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ally still significantly improve a non-trivial percentage of strong baselines,

too.

3. We discuss the possible impact of using the same strong baseline retrieval

function inside the diversification methods, i.e., to compute the relevance

of a document to a subtopic, and provide some indirect evidence.

4. We experiment with changing candidate set sizes and show the effect of

choosing different candidate set sizes on the performance of diversification

methods, and then we try to predict optimum candidate set size for each

query using machine learned models.

Overall, our additional experiments and discussions show the potential of ad-

ditivity of these diversification methods on strong baselines; and pinpoint the

issues (such as parameter tuning and relevance computation of documents to

subtopics and candidate set size) that should be carefully handled while apply-

ing a diversification method to such baselines.

1.4 Organization of Thesis

The rest of the thesis is organized as follows. In Chapter 2, a brief background

information is given about the techniques and evaluation metrics used through-

out this thesis. In Chapter 3, the details of the setup used in our experiments are

explained. In Chapter 4, we give the results that are obtained from our exper-

iments with varying trade-off values and two different scoring function schemes

used, i.e. BM25 and original scores received from detailed results of adhoc runs.

In Chapter 5, we first look at the effects of varying candidate set size and then

propose an approach to predict the optimum candidate set size that maximizes

the diversification score per query. Finally, in Chapter 6, the thesis is concluded

with a brief summary, discussions and possible future work.
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CHAPTER 2

BACKGROUND INFORMATION

In this chapter, we first make a definition of search result diversification and out-

line approaches that try to tackle the problem of diversification, and then we give

detailed explanations of techniques used and examined throughout this research.

Later, we give details about scoring function used to calculate document-query

relevance and then finally, review a few query performance predictors that are

used in our experiments.

2.1 Search Result Diversification Approaches

As mentioned earlier, search result diversification is basically reordering the doc-

uments retrieved for a given query in a way that results from possibly disparate

domains or the results that contain different information from previously se-

lected ones will be ranked higher in the final set. The necessity of search result

diversification originates from various factors. The most prevalent and obvious

one is ambiguity. Some queries might have more than one interpretation that

would totally be irrelevant to each other, such as Java. The results for Java

the island on Indonesia and the results for Java the programming language are

possibly mutually exclusive. Another reason for diversification is the underspec-

ified queries. For instance, when a user searches for “Obama”, it is difficult to

pinpoint the need of that user while issuing the query. One may be looking

for the homepage of the White House, or personal information about Obama,

while another one is interested in finding an article about his political vision or

a particular news item, etc.
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Besides these informal definitions, the search result diversification problem is

formally defined below [2]:

Let Rq denote the initial ranking produced for a query q, and Nq denote the

information that a user might possibly be looking for while issuing the query,

and Nd denote documents that are relevant to the issued query. What search

result diversification aims to do is to find a subset of Rq (denoted as Dq below)
that satisfies the following equation:

Dq = argmax
D′

qε2
Rq

∣∣∪dεD′
q
Nq ∩Nd

∣∣ , s.t. ∣∣D′
q

∣∣ ≤ τ, (2.1)

τ is the diversification cutoff, in other words, τ is the desired number of results

in the final diversified set. This is fundamentally a maximum coverage problem,

thus, it is NP-hard problem in computational complexity theory [13]

In the literature, search result diversification methods are broadly categorized

as explicit and implicit [4]. In a nutshell, implicit methods only rely on the

initially retrieved document list (the so-called candidate documents) to infer

different subtopics (a.k.a., aspects or intents) of the query and re-rank the list.

One of the earliest examples of (implicit) diversification methods is Maximal

Marginal Relevance (MMR) [14] which is proposed in 1998. Even though it is

suggested as a technique for summarization to extract sentences that carry novel

information from a given text, it is fundamentally a diversification method and

formulated as follows:

MMR = argmax
DiεR\S

[
λSim1(Di, Q)− (1− λ)max

DjεS
Sim2(Di, Dj)

]
(2.2)

where D stands for a document, Q for a query, S for already selected set of docu-

ments and R for the initial set of documents. λ is used as trade-off parameter to

balance the relevance and dissimilarity parts of the scoring function. What this

technique essentially does is at each iteration, the document (or the sentence in

the case of summarization) that is most similar to the given query and has the

highest dissimilarity to previously selected documents (which is calculated as the
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negative of similarity to those documents) is added to the selected documents.

As can be seen, no external information other than the initially retrieved set of

documents is used to diversify the list of documents.

In contrast, explicit methods assume that query subtopics are made available

(i.e., via using a topical taxonomy [3] or mining query logs [4]) and aim to use

these subtopics to re-rank the candidate result list to surface results correspond-

ing to different interpretations higher up the result list. In the last decade,

several diversification methods have been investigated for and applied to ad-

hoc text retrieval (e.g., web search [4, 15, 16], tweet search [17, 18]) but also in

many other contexts, such as image search [19, 20], database and data stream

querying [21,22], and even recommender systems [23–25].

Also, a method can approach the diversification problem with a greedy best-

first search or greedy local search manner [26]. In the former case, at each

iteration, a new document is added to the final diversified set until desired

number of documents are retrieved. In the latter case, on the other hand, a

random solution set is created at the beginning. At each iteration, documents

in that set are swapped with the ones that are not, in a fashion that would

enhance the overall performance of the result set. The iteration stops until a

predefined condition is met, for example until a desired score is reached by the

solution set or it can also be limited by a maximum number of iterations.

In a typical result diversification scenario, for a query q, the adhoc retrieval

results (i.e., a candidate ranking that typically includes from 50 up to 1000

documents) are given. The goal is to create a final ranking S of top-k documents

(in practice, k is usually at most 20) that both maximizes the relevance to query

q and its subtopics qi, and minimizes the redundancy with respect to these

subtopics [27].

As discussed earlier, both the earlier studies and Kharazmi et al. reported

that the best diversification performance is obtained by the methods that uti-

lize an explicitly modeled set of the query’s subtopics, Tq, provided beforehand.

Therefore, in this thesis, we implement three explicit diversification approaches,

namely, IA-Select [3] and xQuAD [28] as employed in [5], as well as CombSum,
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as a recently proposed method that is shown to be comparable to or better

than both of the former methods [16] and PM2 [15], which is another state-

of-the-art approach. Note that, in [5], another variant of xQuAD (referred to

as xQuADRel [29]) has also been considered, but since their experiments re-

vealed that it is always inferior to IA-Select and xQuAD in yielding significant

improvements over the baseline runs, we use CombSum instead of xQuADRel.

In the following sections, we briefly review these methods as implemented in our

setup.

2.1.1 IA-Select

This is a best-first greedy method [3] that scores the documents in each iteration

and selects the one that is most likely to cover all query subtopics that are not

yet covered by the documents that have already been selected for the final top-k

results, S, in the previous iterations.

While the original definition of the IA-Select’s scoring function employs a slightly

different notation, following the practice in [16,28], we present it as follows:

S(q, d) =
∑
qiεTq

P (qi|q)P (d|qi)
∏
djεS

(1− P (dj, qi)) (2.3)

In IA-Select, P (qi|q) is the likelihood (or, importance) of subtopic qi for the

query q. The probability P (d|qi) represents the likelihood of observing docu-

ment d for the subtopic qi and is usually modeled based on the relevance score

rel(d, qi) (normalized to the [0, 1] range) of the retrieval system that generates

the candidate ranking.
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2.1.2 xQuAD

Again operating in iterations, eXplicit Query Aspect Diversification (xQuAD) [28]

is based on a probabilistic mixture framework that takes into account the rele-

vance to the main query q as well as the relevance and diversity with respect to

the query’s subtopics. It constructs the final diversified set in a greedy manner

by selecting the document that maximizes the scoring function at each itera-

tion until predefined number of results are in the constructed diversified set. Its

scoring function is as follows:

S(q, d) = (1− λ)P (d|q) + λ
∑
qiεTq

P (qi|q)P (d|qi)∏
djεS

(1− P (dj|qi))

 (2.4)

where P (d|q) is typically modeled as rel(d, q), i.e., the (normalized) relevance

score of d for q as generated by a retrieval system, while the other probabilities

are defined as in the case of IA-Select. Note that there is a trade-off parameter

λ to balance the relevance and diversity of the results in the final ranking. For

λ = 0, the final ranking is exactly the same as the candidate ranking, and for

λ = 1, the P (d|q) component is totally discarded, as in IA-Select.

2.1.3 CombSum

This method is an adaptation of the score-based ranking aggregation technique

CombSum [30, 31] to the diversification problem [16]. The score of a document

is completely independent of other documents in the candidate set. As a result,

instead of running in iterations, CombSum first ranks the documents for each

subtopic by computing P (d|qi), and then combines these rankings and the rank-

ing for the main query using the following function, where the probabilities are

defined as above:

S(q, d) = (1− λ)P (d|q) + λ
∑
qiεTq

P (qi|q)P (d|qi) (2.5)
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In summary, each of the diversification methods contains a notion of document-

query relevance estimation (e.g. P (d|q)), which we denote as rel(d, q), as well

as a document-subtopic relevance (e.g. P (d|qi)), which we denote as rel(d, qi).

Furthermore, both xQuAD and CombSum have a parameter λ, which controls

the trade-off between the importance between a document’s relevance to the

original query, and the coverage of subtopics. In the rest of this thesis, we study

the setting and instantiation of the methods with respect to rel(d, qi) and λ.

2.2 Calculating Document-Query Relevance Score

Throughout our experiments, an important aspect of scoring functions of diversi-

fication methods is document-query and document-subquery relevance. In order

to compute those, two basic approaches are used. The first one is the original

scores presented as the output of runs in TREC adhoc track which is only avail-

able for document-query relevance scores. And the second one is Okapi BM25

scoring scheme [12]. This scheme is used to calculate both document-query and

document-subquery relevance scores.

The relevance score of a document D to a query Q with terms qi...qn where n is

the number of terms in that query is calculated as follows:

rel(Q,D) =
n∑
i=1

idfqi ×
tfqi,D × (k1 + 1)

k1 × (1− b+ b× dl
avdl

) + tfqi,D
(2.6)

where dl is document length, avdl is average document length of the collection,

tfqi,D is the term frequency of qi in document D, k1 and b are parameters, and

idfqi is the inverse document frequency [32] and calculated as

idfqi = log
N − ni + 0.5

ni + 0.5
(2.7)

where ni is the number of documents in collection containing qi and N is the

size of the collection.
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2.3 Query Performance Predictors

Understanding why it is harder for some queries to retrieve better results is

important in IR in order to enhance the retrieval techniques used and their

performance. As pointed out in [33], the performance of an IR system is affected

considerably and decrease by poor-performing queries. Hence, by figuring out

the possible reasons for this, the performance of search engines can be increased

notably.

In the last couple of years, the algorithms that try to handle this problem can

be categorized into two categories based on when the estimation is made: pre-

retrieval and post-retrieval approaches. The methods that falls into each cate-

gory can be further seen in Figure 2.1 [34]

Figure 2.1: Query performance prediction methods. (Adapted from [34])

Pre-retrieval query performance predictors(QPPs) estimate the performance of

a query before getting the query results (or independent from the query results).

It heavily depends on the statistical and semantic interpretations of the terms
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included in the query being analyzed. On the other hand, post-retrieval QPPs

depends on, in addition to taking advantage of the information used in pre-

retrieval QPPs, the ranked list of results that is retrieved by the query, as a

result, it is easier to successfully predict the performance of a query.

In the following sections, a few methods will be reviewed from each category of

query performance predictors.

2.3.1 Pre-retrieval Query Performance Predictors

Pre-retrieval query predictors analyze the terms of queries itself, which do not

involve as much information and prediction value as the results of the query

might give. But there are still methods that perform relatively well for this task

[35].

These predictors primarily focus on the features of the query terms such as

ambiguity, relatedness, specificity, etc. For example, the study in [36] shows

that the length of a query has a strong impact on smoothing methods, therefore

is suggested as a predictor for query performance [37]. Linguistic methods as

shown in Figure 2.1 tries to determine the ambiguity of a query from a semantic

point of view by the help of Nature Language Processing (NLP) techniques [38].

Specificity based predictors claim that as the specificity of a query and its terms

goes higher, the queries start to perform better. There are many different meth-

ods that attempt to deal with determining the level of specificity of a query.

Some of those methods exploit the query terms’ statistics such as inverse docu-

ment frequency (IDF) [33] [39] , inverse collection term frequency (ICTF) and

simplified query clarity (SCS) [40]. IDF is calculated as defined in Eq. 2.7, ICTF

score is calculated as defined in [41], SCS is calculated as follows:

SCS =
∑
Q

Pml(w|Q)× log2
Pml(w|Q)
Pcoll(w)

(2.8)

where Pml(w|Q) is calculated as number of occurrences of a term in the query

divided by query length, where Pcoll(w) is calculated by dividing the number of
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occurrences of a term in the collection to total number of terms in the collection.

There are also other methods which uses the distribution of TF*IDF weighting

of query terms to predict the performance of queries such as AvVAR, MaxVAR,

SumVAR [42]

2.3.2 Post-retrieval Query Performance Predictors

As described earlier, post-retrieval QPPs depends on the information revealed

by the ranked list of query results. Three of those techniques are described

below:

2.3.2.1 Normalized Query Commitment (NQC)

As described in [43], Normalized Query Commitment examines the performances

of queries by looking at how much variation occurs among the performances of

documents in the query results. The score is calculated as follows:

NQC(q) =
1

Score(D)
×
√√√√1

k
×
∑
dεD[k]

q

(Score(d)− µ̂)2 (2.9)

where corpus retrieval score Score(D) is calculated as treating D as the con-

catenated version of all documents in the collection, k is the number of results

in the retrieved set, µ̂ is the mean of scores of documents in top-k results.

2.3.2.2 Weighted Information Gain (WIG)

Weighted Information Gain (WIG) treats the concatenated version of all docu-

ments in the entire corpus as an unrelated document to the query and computes

the divergence of the documents in the result set retrieved for the query from

this unrelated document to estimate the power of a query [44].
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WIG(q) =
1

k
√
| q |
×
(
avg

dεD[k]
q

(
Score(d)

)
− Score(D)

)
(2.10)

The components of the scoring function is the same as defined for Eq. 2.9.

2.3.2.3 Score Ratio

Proposed by Ozdemiray et al. [45], this predictor is based on the idea that as the

gap between the performances of the first and last documents in the ranked list of

retrieved results for a query increases, the possibility of coming across irrelevant

documents in that list also does so. As a result, this technique computes the

ratio of the scores of the first and last documents in the result set.
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CHAPTER 3

EXPERIMENTAL SETUP

In this chapter, we first list the diversification methods implemented and eval-

uated in our experiments. Next, the metrics utilized in order to evaluate the

performances of those methods are described. Then, we explain information

about query sets released by TREC and used in our experiments. Finally, we

describe the baseline runs over which we conducted our experiments with diver-

sification methods.

3.1 Diversification Methods

Even though both implicit and explicit diversification methods are implemented

and evaluated in [5], the explicit diversification methods outperform the im-

plicit ones, and our primary focus is in the claim they made with "There is no

additivity over strong baselines". It is shown that explicit diversification, not

surprisingly, outperforms the implicit approaches, especially when the official

TREC subtopics are employed (e.g., see [46]). Therefore, we turn our attention

to the most-effective diversification scenario, namely explicit diversification with

the official TREC subtopics. We implement xQuAD, CombSum and IA-Select,

as described in Chapter 2.

As discussed again in Chapter 2, all the aforementioned methods need to com-

pute rel(d, q) and rel(d, qi), i.e., the relevance score of the query and its subtopics

to a candidate document, respectively. As all of the baseline runs provide the

actual scores along with the candidate document ranking, we use the normal-
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ized version of these scores (by the sum of the scores of top-100 documents)

for the former component, rel(d, q). Note that some retrieval methods report

negative scores for the similarity of a document to the query and those required

further pre-processing before normalization. For those runs, we simply added

the positive of the least score to the all the scores for the results of a query.

For the latter component, rel(d, qi), the ideal case would be to obtain the

document-subtopic scores using the exact retrieval system that yielded the can-

didate documents in each run. However, given the number and complexity of the

methods in the baseline runs, this is practically unattainable. Thus, to compute

document-subtopic scores, we employ a variant of the well-known Okapi BM25

weighting model [12], setting its parameters as follows k1 = 1.2 and b = 0.50

(again, the actual BM25 scores are sum-normalized over the top-100 documents).

To do so, we use an index of ClueWeb09 Part-B collection using the open source

Zettair retrieval system [47]. Although Kharizmi et al. [5] do not specify how

exactly these computations are made, given that the authors implemented three

adhoc runs (for sanity checks) using Indri with Okapi BM25, language modeling

and sequential dependency modeling, respectively, it is reasonable to assume

that they have used one of these standard methods for computing rel(qi, di) as

well. Indeed, our results verifying their findings also support this assumption.

Having said that, we further discuss the impact of this simplifying assumption

in Chapter 4.

In all our experiments, the methods used have a component of probability of a

subtopic. Following [28], the subtopic probabilities P (qi|q) are computed uni-

formly as 1/|Tq|, where Tq is the set of subtopics for a given query q, meaning

that every subtopic has the same probability of appearing for a given topic.

For xQuAD and CombSum, we set the trade-off parameter λ in three ways:

1. The fixed value of λ = 0.9 reported in [5] is used, that is said to be obtained

via a 5-fold cross-validation process and by testing all values in the [0,1]

range with a step size of 0.1 over the training sets. Although the exact

procedure used in [5] is not completely clear after going through their
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paper as only a single value is reported, it is presumed that this is a Global

λ parameter value, i.e., somehow determined over all the runs during the

training.

2. We applied a similar procedure (i.e., a 5-fold cross-validation and scanning

the [0,1] range) to determine the λ value that maximizes the α-nDCG@20

specifically for each run, i.e., in a localized fashion with a resolution of

0.01.

3. We also report the performance using the best λ, which is again obtained

per run but without using cross validation, as an upper-bound to give an

insight about how much better the performances of given methods can

improve the score.

3.2 Evaluation Metrics

To evaluate the diversification effectiveness, we compute three common metrics,

namely, α-nDCG (with the default α = 0.5), ERR-IA and Precision-IA, at

the cut-off value of 20, using the ndeval software1. This software is provided

by NIST and takes relevance judgements and result file as inputs. Relevance

judgements are created by NIST assessors that judges the documents as being

“highly relevant”, “relevant”, “not relevant”, or “not relevant, but reasonable” to

topics and subtopics.

Then, ndeval takes these judgments and results file created, and reports the

scores as output with one line for each topic and average of those scores.

1 http://trec.nist.gov/data/web10.html
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3.3 Query Sets and Subtopics

The query sets and their official subtopics from TREC 2009 to 2011 are used to

diversify the top-100 candidate documents from the baseline runs of the corre-

sponding year. Official topics is determined by NIST every year. An example

topic is provided in Figure 3.1. As can be seen in Figure 3.1, every topic is

assigned an ID, a description and subtopics. In our experiments, we used those

subtopics after applying stop word elimination.

General information about the topics and subtopics can be found in Table 3.1:

Figure 3.1: An example topic from TREC 2009 web track

Table 3.1: General information about topics and subtopics

Details 2009 2010 2011
Number of topics 50 48 50

Average length of topics in terms 1.96 1.65 3.40
Total number of subtopics 243 209 167

Average subtopic count for a topic 4.86 4.35 3.34
Average length of subtopics in terms 4.85 4.28 5.22
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3.4 Baseline Runs and Categories

As in [5], we only use the TREC Web Track adhoc retrieval track submissions

that are on the ClueWeb09 collection (Part-B). The Text REtrieval Conference

(TREC) is a workshop that subsumes a series of tracks that primarily focus

on particular areas in IR one of which is web track. Web track analyzes web

based retrieval tasks including both efficiency and diversity. The full collection

of ClueWeb09 consists of almost 1 billion web pages in multiple languages. The

dataset was created after crawling the Web in January and February 2009. Cat-

egory B is a subset of this full collection containing 50 million web pages in

English [48].

Since we apply search result diversification methods on the baselines and wish

to evaluate the performances, it is critical that no diversification methods were

applied to those baselines, that is why adhoc retrieval track submissions were

picked as baselines.

The submission between the year 2009 and 2011 are used for the experiments.

There were 34, 26 and 16 such runs submitted from 14, 11 and 9 different groups

and universities to TREC 2009, 2010 and 2011, respectively. Following [5], we

remove the five lowest scoring (w.r.t. α-nDCG@20) of these 76 runs (since they

may give a fallacious insight about the actual performances of diversification

methods), to obtain a total of 71 runs.

Kharizmi et al. [5] categorized these runs into three levels, namely, weak, medium

and strong baselines, based on the scores of certain evaluation metrics. In par-

ticular, for a given evaluation metric, the score range (i.e., the range between

the minimum and maximum scores of the baseline runs) is partitioned into three

equally sized regions to determine the limits and to form these groups.

We consider the ranges for α-nDCG and ERR-IA as proposed in [5], and further

employ a third metric, P-IA, for additional insights. Table 3.2 provides the

score boundaries, and Table 3.3 shows the number of runs that fall into each

range with respect to each metric. Note that, the number of runs in each level

with respect to α-nDCG and ERR-IA metrics (cf. Table 3.3) exactly match to
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those values reported in Table 3 of [5]. We analyze the performances of search

result diversification methods with these groups taken into consideration.

Table 3.2: Score intervals for categorizing baseline runs.

Level ERR-IA@20 α-nDCG@20 P-IA@20
Weak 6 0.18 6 0.23 6 0.10
Medium >0.18 & 6 0.33 >0.23 & 6 0.41 >0.10 & 6 0.19
Strong >0.33 >0.41 >0.19

Those baselines are run against topics that are released every year by TREC.

They are based on real search engine usage [48]. Typically there are 50 new topics

created each year for adhoc and diversification tracks by NIST. However, two of

the topics in the year of 2010 bring no result over ClueWeb09 collection (Part-

B), so those topics are omitted from the topics list for the sake of evaluation.

Hence, there are 48 topics for 2010, whereas both 2009 and 2011 runs are against

50 topics.

Table 3.3: Number of baseline runs in each year and level w.r.t. each metric.

Dataset
Baseline
strength

ERR-IA α-nDCG P-IA Total

TREC2009
Weak 31 16 25

31Medium 0 15 6
Strong 0 0 0

TREC2010
Weak 11 3 7

26Medium 15 22 18
Strong 0 1 1

TREC2011
Weak 0 0 0

14Medium 6 5 3
Strong 8 9 11

Total
Weak 42 19 32

71Medium 21 42 27
Strong 8 10 12
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CHAPTER 4

ANALYSIS OF ADDITIVITY IN DIVERSIFICATION

FOR STRONG BASELINES

In this chapter, the results of reproducing the work in [5] are explained in details.

The possible shortcomings of the assumptions made in their paper are analyzed,

and parameters in search result diversification methods, namely trade-off pa-

rameter λ and scoring function utilized to calculate the relevance of a document

to a given query, and their effects on the performances of the diversification

methods are discussed.

4.1 Trade-off Parameter

Our first goal is reproducing the findings of Kharazmi et al. in order to make

sure that we get the same results. This is supposed to provide a validation about

the experimental setup used and implementations of diversification methods.

Section 4.1.1 presents our experiments conducted in the same setup as theirs

to the greatest extent possible (i.e. including same set of topics and subtopics,

same baseline runs, and same scoring functions). For that purpose, we first

employ the reported Global λ value of 0.9 for xQuAD and CombSum methods,

which is obtained via 5-fold cross validation process over all runs in [5]. In the

experiments given in Section 4.1.1, keeping all the other setup details the same,

we demonstrate the impact of using the local and best trade-off parameters

during diversification with details in Section 4.1.2.

21



4.1.1 Reproduced Results with Global Trade-off Parameter

In this section, we report our findings for all three diversification methods imple-

mented, namely xQuAD, IA-Select and CombSum. xQuAD and CombSum use

the global λ value of 0.9, on the other hand IA-Select method does not utilize a

trade-off parameter.

Figure 4.1 presents the performances of the diversification methods xQuAD and

CombSum applied over 71 baseline runs in terms of the α-nDCG metric with

cutoff at 20 comparing them with their baseline performances. In addition,

Figure 4.2 shows the performance of IA-Select method.

(a) xQuAD (b) CombSum

Figure 4.1: Scatter plots showing effectiveness of xQuAD and CombSum with

trade-off parameter λ = 0.9. x- and y-axis show α-nDCG@20 scores for the

baseline run and its diversified version, respectively. Points plotted as blue

crosses are statistically significant improvements over the baseline.

From the figure, it can be observed that as in [5], while weaker baselines (closer

to y-axis in the plots, see Table 3.2 for the limit scores of strength levels)

are almost always significantly improved by the application of the search result

diversification methods, the improvements for the stronger baselines are not

significant in most of the cases for all three methods.

22



Figure 4.2: IA-Select performance over 71 baseline runs. x- and y-axis show
α-nDCG@20 scores for the baseline run and its diversified version, respectively.

The significance of an improvement or degradation of a score is measured by

using paired two-tailed t-test where p < 0.05, which is again same with what is

stated in [5]. The trends across IA-Select, xQuAD and CombSum are quite sim-

ilar, and for xQuAD and IA-Select, the results are consistent with the previously

reported findings (see the top row of Fig. 3 in [5]).

Table 4.1: Ratio of runs significantly improved for each baseline level using
xQuAD and CombSum.

Level Method
Results from [5] Our results for global λ

ERR-IA α-nDCG P-IA ERR-IA α-nDCG P-IA

Weak
xQuAD 34/42 18/19 N/A 30/42 17/19 21/32

CombSum N/A N/A N/A 30/42 17/19 22/32

Medium
xQuAD 3/21 25/42 N/A 13/21 33/42 14/27

CombSum N/A N/A N/A 13/21 33/42 12/27

Strong
xQuAD 0/8 1/10 N/A 2/8 3/10 6/12

CombSum N/A N/A N/A 2/8 3/10 6/12

As in [5], none of the diversification methods (with official subtopics from TREC

for each year) yields a significant degradation in the performance compared to

their baseline runs; i.e, all the significant changes are improvements.
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If we take a look at the results shown in Table 4.2 and Table 4.3 for xQuAD and

CombSum respectively, out of 10 strong baselines and three different trade-off

parameter combinations, there is exactly one case where there is a degradation

on scores, and it is not significant.

Table 4.2: α-nDCG@20 scores for each strong baseline run when xQuAD is
applied with changing λ values. Original scores are used for rel(d, q) component
of xQuAD. Insignificant changes are in bold.

Run ID Original
Trade-off parameter

Global λ Local λ Best λ
2011SiftR1 0.5483 0.5702 0.5821 0.5946
2011SiftR2 0.5372 0.5776 0.5675 0.5884
DFalah11 0.5021 0.5214 0.5341 0.5397
liaQEWikiGoo 0.4725 0.5524 0.5403 0.5614
Otago2011cn 0.4160 0.5121 0.4945 0.5200
srchvrs11b 0.5546 0.5602 0.5926 0.5997
srchvrs11o 0.5442 0.5479 0.5708 0.5763
uogTrB47Vm 0.5474 0.5356 0.5856 0.5919
uwBBadhoc 0.4731 0.5478 0.5771 0.5845
uogTrB67 0.4178 0.4327 0.4816 0.4816

Table 4.3: α-nDCG@20 scores for each strong baseline run when CombSum is
applied with changing λ values. Original scores are used for rel(d, q) component
of CombSum. Unsignificant changes are in bold.

Run ID Original
Trade-off parameter

Global λ Local λ Best λ
2011SiftR1 0.5483 0.5675 0.5823 0.5950
2011SiftR2 0.5372 0.5764 0.5657 0.5878
DFalah11 0.5021 0.5203 0.5343 0.5395
liaQEWikiGoo 0.4725 0.5512 0.5536 0.5623
Otago2011cn 0.4160 0.5109 0.4955 0.5193
srchvrs11b 0.5546 0.5587 0.5857 0.5976
srchvrs11o 0.5442 0.5484 0.5641 0.5755
uogTrB47Vm 0.5474 0.5379 0.5861 0.5891
uwBBadhoc 0.4731 0.5458 0.5764 0.5834
uogTrB67 0.4178 0.4267 0.4735 0.4771
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We report the ratio of runs that are statistically significantly improved for each

method per baseline category, i.e., weak, medium and strong, with respect to

three evaluation metrics in Table 4.1 (for xQuAD and CombSum, with λ = 0.9)

& Table 4.4 (for IA-Select). Note that [5] did not report the CombSum method

or P-IA metric, hence the related columns and rows are indicated with N/A since

there are no corresponding results for those. The denominator of the ratios in

Table 4.4 denotes the number of baseline runs at each level for each metric, as

provided in Table 3.3 in Chapter 3.

Table 4.4: Ratio of runs significantly improved for each baseline level using
IA-Select.

Level
Results from [5] Our results

ERR-IA α-nDCG P-IA ERR-IA α-nDCG P-IA
Weak 35/42 18/19 N/A 30/42 18/19 22/32
Medium 9/21 29/42 N/A 13/21 32/42 13/27
Strong 1/8 3/10 N/A 1/8 3/10 6/12

By comparing the columns across Tables 4.1 & 4.4, we note that our findings

are generally consistent with the previous work: almost all weak baselines and

the majority of the medium-level baselines are improved by the diversification

methods which is highly anticipated. On the other hand, the improvements for

the strong baselines are rather moderate (i.e., no more than 30% for α-nDCG and

ERR-IA). Having said that, for xQuAD, we find a considerably larger number

of significant improvements over the medium and strong runs in terms of the

ERR-IA metric.

Yet another interesting finding is that, when the P-IA metric (which is not

reported in [5]) is considered, the percentage of significantly improved strong

baselines reaches 50%, i.e., which is not definitely a moderate ratio as for the

other two metrics. Overall, we conclude that we can successfully reproduce the

main results of [5] for the result diversification task.
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4.1.2 Local and Best Trade-off Parameter

Since the results in [5] are now validated with previous experiments, in this

section, we further investigate the impact of the trade-off parameter λ on the

performance of the xQuAD and CombSum methods (recall that IA-Select has

no λ parameter). To this end, for each run, trade-off parameter λ is optimized

(for the α-nDCG@20 metric) using a 5-fold cross validation and scanning the

score within [0, 1] range with a step size of 0.01.

In Figure 4.3, the distribution of these Local λ values over the training folds

is presented. Since we use 71 baseline runs and apply 5-fold cross validation

on those runs, we consider 355 folds in total through this procedure. The plot

clearly justifies the importance of setting the trade-off parameter separately for

each run, as the values are quite scattered over the bins, e.g., even the largest

bin (for the range [0.9, 1]) yields the best performance during the training for

less than one fourth of the total number of folds.

Figure 4.3: Distribution of lambda values over 355 training folds.

26



In Table 4.5, we report the diversification performance using the local λ values

per run, as described above. In comparison to the Global λ column (repeated

from Table 4.1 to facilitate comparison), there is a clear increase in the ratio

of significantly improved runs for all baseline levels and methods in terms of all

metrics. Since the majority of the other baseline runs are shown to improve even

when the Global λ value is utilized, the center of focus is turned to the strong

baselines.

Table 4.5 reveals that both diversification methods yield statistically significant

improvements for 60% (i.e., 6/10) of the strong baselines for the α-nDCG metric.

In terms of the ERR-IA metric, xQuAD now significantly improves 37.5% (i.e.,

3/8) of the strong baselines, and CombSum reaches to as high as 50%. Even for

P-IA, there is an improvement in the ratio of significantly improved strong runs

(i.e., from 6/12 to 7/12).

Table 4.5: Ratio of runs that are significantly improved for each baseline level
using XQuAD and CombSum with global and local λ values.

Level
Diversity
method

Global λ = 0.90 Local λ
ERR-IA α-nDCG P-IA ERR-IA α-nDCG P-IA

Weak
xQuAD 30/42 17/19 21/32 33/42 19/19 24/32

CombSum 30/42 17/19 22/32 32/42 19/19 24/32

Medium
xQuAD 13/21 33/42 14/27 18/21 36/42 18/27

CombSum 13/21 33/42 12/27 17/21 36/42 18/27

Strong
xQuAD 2/8 3/10 6/12 3/8 6/10 7/12

CombSum 2/8 3/10 6/12 4/8 6/10 7/12

As before, we also plotted the performance of diversification methods (with

Local λ) applied over the baseline runs in Figure 4.4. This figure further reveals

that none of the diversification methods yield any drop in the performance, as

well as pictorially showing the larger number of significant increases for the two

methods.

Table 4.6 shows that when the optimal lambda (for the α-nDCG@20 metric)

for each baseline run is used for diversification methods, the ratio of significantly

improved strong baseline runs exceed 75% in terms of the ERR-IA and α-nDCG
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metrics (i.e., 6/8 and 8/10, respectively). While we essentially provide this set-

ting as an upper-bound to give a further insight about how trade-off parameter

tuning can dramatically change the overall performance of search result diver-

sification methods, given the small number of queries in the TREC campaigns,

one could use a leave-one-out cross validation strategy per run, which would get

closer in performance to the optimal λ case.

Figure 4.5 further demonstrates the improvements for the optimal case of trade-

off parameter selection which is added to form an upper bound of improvement

that can be created by tuning that parameter.

Table 4.6: Ratio of runs that are significantly improved for each baseline level
using XQuAD and CombSum for best λ values.

Level Diversity Method ERR-IA α-nDCG P-IA

Weak
xQuAD 37/42 19/19 28/32

CombSum 37/42 19/19 29/32

Medium
xQuAD 20/21 40/42 19/27

CombSum 20/21 40/42 20/27

Strong
xQuAD 6/8 9/10 6/12

CombSum 6/8 8/10 7/12

Finally note that all the experiments conducted in this paper use a trade-off

parameter that is applied uniformly over all the queries in the test fold. In

the literature, it has been shown that different queries have different levels of

ambiguity, and therefore benefit from different λ values [49] to further improve

the diversification performance – i.e. they can even outperform even a uniform

best λ setting.

In Table 4.7, the changes in trade-off parameter can be observed when 5-fold

cross validation is applied or in the optimum case. Even though 0.90 is reported

as λ value after 5-fold cross validation process in [5], when we look at the best

performing values for λ across strong baseline runs, it never goes higher than

0.75. On the contrary, it reaches as low as 0.12. In fact, the average of best
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Figure 4.4: Scatter plots showing effectiveness of xQuAD and CombSum with
the Local λ trade-off parameter. x- and y-axis show α-nDCG@20 scores for
the baseline run and its diversified version, respectively. Points plotted as blue
crosses are statistically significant improvements over the baseline.

Figure 4.5: Scatter plots showing effectiveness of xQuAD and CombSum with
the best λ trade-off parameter. x- and y-axis show α-nDCG@20 scores for the
baseline run and its diversified version, respectively. Points plotted as blue
crosses are statistically significant improvements over the baseline.
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trade-off parameters across strong baseline runs is 0.40 which is notably far from

0.90.

Table 4.7: Comparison of trade-off parameters for strong baselines when xQuAD
is applied as search result diversification method

Run ID Global λ Best λ
5-fold Cross Validation

F#1 F#2 F#3 F#4 F#5 Avg
2011SiftR1

0.90

0.75 0.75 0.75 0.86 0.75 0.75 0.77
2011SiftR2 0.54 0.73 0.55 0.83 0.54 0.54 0.64
DFalah11 0.12 0.11 0.12 0.10 0.12 0.21 0.13
liaQEWikiGoo 0.70 0.70 0.92 0.80 0.70 0.70 0.76
Otago2011cn 0.48 0.48 0.29 0.93 0.50 0.75 0.59
srchvrs11b 0.16 0.11 0.16 0.16 0.16 0.11 0.14
srchvrs11o 0.28 0.28 0.28 0.28 0.28 0.19 0.26
uogTrB47Vm 0.18 0.18 0.18 0.18 0.08 0.23 0.17
uwBBadhoc 0.60 0.60 0.60 0.64 0.73 0.60 0.63
uogTrB67 0.15 0.15 0.15 0.15 0.15 0.15 0.15

Our findings in this section imply that the diversification methods in question

may still significantly improve the strong baselines as they do for the weaker

ones. However, one might need to be more rigorous and careful about tuning of

the parameters in the case of strong baselines in comparison to applying them

over the weaker baselines. This is contradictory to the claim by Kharazmi et

al. in [5], that additivity “almost never” occurs for such diversification methods

for strong baselines. Although it is preferable and recommendable to choose the

stronger baselines whenever available, significant improvements over reasonable

baselines may still be indicative, as well. Note that we still strongly encourage

the use of a stronger baseline whenever available, as the actual improvements

over the latter, albeit significant or not, would make more sense in real-world

applications and this is still a better indication about the performance of a

diversification. We simply show that when such baselines are not available,

using a medium level baseline might be fair enough.
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4.2 Document-Subtopic Relevance

During our experiments, in order to compute the similarity of a subtopic to a

given document, rel(d, qi), of scoring functions (See Section 2.1 for the explana-

tions about diversification methods), Okapi BM25 ranking function is utilized.

However, this might be an important simplification that undermines the power

of a diversification method. The overall performance of the diversification meth-

ods (both metric scores and their statistical significance over baselines) could be

fairly boosted by computing such scores using the exact same retrieval function

used to compute the document-subtopic relevance score rel(d, q).

Indeed, in a report on their TREC 2010 Web track participation using xQuAD,

Santos et al. [50] showed that deploying a supervised learning-to-rank approach

for both sides of scoring functions, namely rel(d, q) and rel(d, qi), could result

in increased diversification effectiveness, as measured by α-nDCG, while outper-

forming the corresponding learned baseline run by 6%. On the other hand, using

learning-to-rank only for rel(d, q) within xQuAD only improved the baseline by

3.4%. As no significance tests were conducted in [50], this admittedly anecdotal

evidence suggests that using strong baselines for both rel(d, q) and rel(d, qi) are

important for properly attaining the highest effectiveness, this is obviously a

point not considered by [5].

To further investigate the impact of the rel(d, qi) component would involve im-

plementing all of the adhoc retrieval methods used in the baseline runs – unfor-

tunately an unfeasible task if we consider there are 71 baseline runs hence 71

different methods. Instead, to illustrate the impact, we undertake the reverse,

and for the top-100 documents of each run, we also compute the rel(d, q) compo-

nent using the typical BM25 function (i.e., in effect, once the top 100 candidate

documents are obtained from the corresponding TREC adhoc run, we only use

BM25 for diversification).

We experiment with the trade-off parameter computed as globally and locally,

and throughout this chapter, we primarily focus only on the strong baselines

(wrt. α-nDCG), as the weak and medium ones are shown to improve anyway
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in previous discussions. Table 4.8 shows that for both ways of setting λ, using

the original scores of the run for the rel(d, q) component yields better α-nDCG

scores, and furthermore, the highest scores are again obtained by using the local

λ values. More interestingly, even with the local or best λ values, the percentage

of statistically significant improvements over the non-diversified baseline is very

low when Okapi BM25 is employed instead of using the original scores (see Table

4.9).

Table 4.8: α-nDCG@20 scores of the diversified results over ten strong baselines
(wrt. α-nDCG) using xQuAD. We compute rel(d, q) either based on the original
scores in the run or using BM25, while the rel(d, qi) scores are always computed
by BM25. The bold results are the ones that are higher within the same λ setup.
The underlined scores are the highest in that row.

Run ID
Original
α-nDCG

Global λ= 0.90 Local λ
Original BM25 Original BM25

2011SiftR1 0.5483 0.5703 0.5345 0.5821 0.5294
2011SiftR2 0.5372 0.5776 0.5370 0.5675 0.5354
DFalah11 0.5021 0.5214 0.5229 0.5342 0.5291
Otago2011cn 0.4160 0.5122 0.5169 0.4945 0.5196
liaQEWikiGoo 0.4725 0.5525 0.5336 0.5403 0.5459
srchvrs11b 0.5546 0.5602 0.5539 0.5926 0.5758
srchvrs11o 0.5442 0.5479 0.5442 0.5709 0.5577
uogTrB47Vm 0.5474 0.5356 0.5371 0.5856 0.5237
uwBBadhoc 0.4731 0.5479 0.5272 0.5771 0.5295
uogTrB67 0.4178 0.4327 0.4249 0.4817 0.4329

Table 4.9: Ratio of strong runs that are significantly improved using XQuAD
(with Global, Local and Best λs) and rel(d, q) computed using the original scores
or BM25.

Diversity
method

Global λ= 0.90 Local λ Best λ
Original BM25 Original BM25 Original BM25

xQuAD 3/10 1/10 6/10 3/10 9/10 3/10
CombSum 3/10 1/10 6/10 3/10 8/10 3/10
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Given the impact of the rel(d, q) function in this setup, we argue that this

provides further evidence that using a rel(d, qi) score that matches the rel(d, q)

score used by the actual run may further improve the diversification performance,

and therefore change the conclusions concerning the additivity of these methods.

4.3 Summary of Main Findings

In this chapter, we showed that,

1. Experiments first reveal that under the same experimental setup with that

previous study [5], we can reach similar results and verify their findings.

2. Using the same retrieval models to calculate the relevance of a document

to a query (denoted rel(d, q)) and to its subtopics (denoted rel(d, qi)) is

crucial regarding the performance of the diversification methods.

3. With tuning of trade-off parameter for each run instead of using a fixed

value across all runs, the performances of diversification methods can be

significantly improved.
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CHAPTER 5

PREDICTING CANDIDATE SET SIZE

As can be seen in the experiments conducted so far, using different trade-off

parameter instead of a global one changed the performances of methods sig-

nificantly. In this chapter, we analyze the effect of another parameter, namely

candidate set size which was fixed to 100 in previous experiments. First, we ana-

lyze whether or not such effect occurs with changing that value. Then, we build

machine learning models to predict candidate set size to boost the performance

of diversification methods.

5.1 Analyzing Effects of Candidate Size Selection

Since diversification methods are applied on those results in candidate sets re-

trieved by baseline methods, the "candidate"s in those sets have a direct impact

on how well a search result diversification method performs. As a result, it is

not wrong to say that how large or small this candidate set is also effective

on the performance. In order to prove this point, we took five strong and five

medium baselines with varying α-nDCG scores and applied xQuAD diversifica-

tion method on those baselines. But this time, instead of fixing candidate set

size to 100, candidate sets with sizes changing from 20 to 100 (with an increase

of 20) are used. For rel(d, q) component of scoring function, original scores from

the baseline runs (after normalization is applied as in previous experiments) are

utilized.

In order to see the effect of candidate set sizes, first trade-off parameter λ is
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fixed across all runs in these experiments which is the best performing λ when

candidate set size is set to 100.

As can be seen from Table 5.1 in detail for scores, the best performing candi-

date set sizes for a single run per query changes across each individual query.

(The queries that brought no results, hence scored 0 points, are omitted from

the results in that table) It’s clear that if a method to predict the optimum can-

didate set size for a given query could be suggested, the overall performance of

a diversification method over a (even strong) baseline is very likely to improve.

Figure 5.1: Best performing candidate set sizes for five strong baselines with
fixed λ

Figures 5.1 and 5.2 show the counts of best performing candidate set sizes for

50 queries among 5 strong and medium baselines, respectively, when the same

fixed trade-off parameter λ is used. It’s not surprising to see that there are

many runs with best scores when candidate set size is set to 20, since these runs

are already "strong", that is the initial candidate set which no diversification

method is applied is already strong with respect to α-nDCG scores. Figures 5.3

and 5.4, on the other hand, show the counts of best performing candidate set

sizes for 50 queries for strong and medium baselines, when best performing λ

parameters for each query are taken into account.
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Table 5.1: Score changes for different candidate set sizes for baseline with id
"2011SiftR2". Maximum score for each query is highlighted.

Query ID
Candidate Set Size

20 40 60 80 100

101 0.319886 0.310817 0.310817 0.363264 0.363264
102 0.389732 0.389732 0.389732 0.389732 0.389732
103 0.921128 0.921128 0.921128 0.921128 0.924446
104 0.563037 0.563037 0.561937 0.561937 0.563037
105 0.687979 0.669316 0.688153 0.723784 0.723577
107 0.570832 0.582816 0.582116 0.582116 0.582116
108 0.999323 0.999316 0.999316 0.999365 0.999316
109 0.462036 0.462036 0.463040 0.463039 0.463040
110 0.701473 0.699264 0.699264 0.699764 0.699764
111 0.830310 0.830582 0.830596 0.830673 0.830673
112 0.301762 0.301762 0.301762 0.301762 0.301762
113 0.607765 0.688615 0.689135 0.689179 0.689179
114 0.776218 0.784025 0.788720 0.790912 0.950808
115 0.710580 0.710596 0.710596 0.710596 0.710626
116 0.680711 0.687389 0.683944 0.683944 0.683696
117 0.951927 0.952919 0.952920 0.953045 0.953843
118 0.793731 0.817722 0.824051 0.824084 0.824156
119 0.381651 0.378324 0.392160 0.391960 0.377184
120 0.568370 0.658756 0.683242 0.683645 0.673355
121 0.747287 0.745067 0.714156 0.714156 0.654195
122 0.581706 0.582755 0.582898 0.582891 0.582891
123 0.926038 0.925840 0.920864 0.920864 0.920864
124 0.675629 0.681388 0.681388 0.681422 0.681422
125 0.588704 0.560391 0.575861 0.577955 0.575961
126 0.573430 0.548404 0.546716 0.562295 0.563788
127 0.970363 0.970257 0.970191 0.970194 0.970194
128 0.954334 0.959529 0.963444 0.964474 0.964474
129 0.225903 0.223181 0.293157 0.293157 0.293157
130 0.700430 0.700071 0.700071 0.700071 0.700030
131 0.276965 0.329248 0.329248 0.325384 0.292360
132 0.515306 0.530814 0.539070 0.538426 0.538426
133 0.666906 0.668973 0.669210 0.710416 0.710401
135 0.506844 0.470574 0.466592 0.465024 0.435026
136 0.312360 0.199878 0.199322 0.199322 0.199322
137 0.524351 0.554307 0.554474 0.552689 0.566305
138 0.437667 0.608211 0.609348 0.609895 0.610154
139 0.344810 0.383580 0.383050 0.383050 0.383050
140 0.492607 0.492607 0.492607 0.582411 0.582411
141 0.170493 0.215830 0.215830 0.222825 0.229534
142 0.647027 0.661207 0.666454 0.680316 0.680316
144 0.501929 0.503622 0.501841 0.502447 0.502447
145 0.704094 0.705440 0.699361 0.809186 0.807433
146 0.367503 0.371171 0.371265 0.371404 0.371404
147 0.862228 0.862058 0.862058 0.862052 0.862058
148 0.542277 0.570166 0.571292 0.572360 0.581677
149 0.854839 0.859249 0.860810 0.860795 0.859247
150 0.602568 0.602565 0.602568 0.602568 0.602565
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Figure 5.2: Best performing candidate set sizes for five medium baselines with
fixed λ

Figure 5.3: Best performing candidate set sizes for five strong baselines with
optimized λ for each candidate set
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Figure 5.4: Best performing candidate set sizes for five medium baselines with
optimized λ for each candidate set

Moreover, best lambda for each candidate set size from 20 to 100 is also cal-

culated for each run as can be seen in Table 5.2 in order to see the effect of

optimizing both of these parameters. This further improves the diversification

performances compared to when λ is fixed to a value. Indeed, if we look at Table

5.3, we can see the average scores for 50 query when no diversification is applied,

when λ is optimized for a candidate set of size 100, when candidate set size is

optimized with fixed λ value, and when both candidate set size and λ value is

optimized per query in a run. The increase in average scores is observable as

parameters are optimized for each baseline. Instead of using a fixed trade-off

parameter value and candidate set size which is the case in [5], it is clear that

with careful tuning of both of those parameters, performances of diversification

methods could be improved. Since the adaptive tuning of trade-off parameter

has already been discussed in Section 4.1, we now focus on the latter problem

of optimizing candidate set size.

5.2 Candidate Set Size Prediction

Since now it is that clear the performance of diversification methods can be

further improved with the optimization of candidate set size as well as trade-off

parameter λ, we build a model to predict the best candidate set size per query

and train a classifier.
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Table 5.2: Best performing λ values for candidate sets of different sizes

Baseline
Run ID

Best λ for Candidate Set of Size
strength 20 40 60 80 100

M
ed

iu
m

IvoryL2Rb 0.10 0.10 0.31 0.03 0.02
irra10b 1.00 0.39 0.14 0.13 0.14
irra10rob 0.86 0.34 0.31 0.31 0.21
uogTrB67LTS 0.37 0.14 0.38 0.21 0.20
york10wA1 0.20 0.31 0.14 0.14 0.14

S
tr
on

g

2011SiftR1 0.72 0.72 0.73 0.79 0.75
2011SiftR2 0.91 0.70 0.49 0.73 0.54
srchvrs11b 0.20 0.19 0.17 0.17 0.16
srchvrs11o 0.27 0.19 0.19 0.28 0.28
DFalah11 0.51 0.25 0.24 0.24 0.12

Table 5.3: Average α-nDCG scores across 50 queries for each run with different
parameters (candidate set size k and trade-off parameter λ) optimized

Baseline
Run ID

Original Best scores based on
strength score Only λ Only k k and λ

M
ed

iu
m

IvoryL2Rb 0.3776 0.4417 0.4604 0.4997
irra10b 0.3325 0.4057 0.4307 0.4564
irra10rob 0.3343 0.4265 0.4468 0.4680
uogTrB67LTS 0.3723 0.4446 0.4623 0.4887
york10wA1 0.2262 0.3546 0.3727 0.3782

St
ro

ng

2011SiftR1 0.5483 0.5946 0.6125 0.6209
2011SiftR2 0.5372 0.5885 0.5961 0.6447
srchvrs11b 0.5546 0.5997 0.6209 0.6206
srchvrs11o 0.5442 0.5763 0.5861 0.5940
DFalah11 0.5003 0.5398 0.5849 0.6076
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For this purpose, we use an open source machine learning software calledWeka [51]

[52]. Weka is basically a collection of many machine learning algorithms imple-

mented in Java and distributed as .jar file. It also lets you extend this framework

by implementing your own classifiers if needed.

Classification in Machine Learning (ML) is the task of identifying the category

of a new instance based on the observation made in the environment that are

described as a set of features, and classifiers are methods that seeks to handle this

task. Even though there are many classifiers implemented in Weka framework,

we have used four of those classification methods, namely Multilayer Perceptron,

J48, IBk and Logistic Regression.

IBk is an implementation of k-nearest neighbor(k-NN) algorithm [53], multilayer

perceptron is a neural network model [54] [55], J48 works by building decision

trees choosing one attribute to differentiate between subsets of the tree at each

level [56], and logistic regression is a regression analysis where multiple indepen-

dent variables typically determine an outcome [57] [58].

Basically, what we need to determine at this point in our experiments is to find

out how strong the results are and how much variance there is throughout the

top-K results.

In other words, what we need to do is to determine how strong the results are

in the candidate set. Since the characteristics of the result set are used to train

the machine learning framework, we define those as features. As those features,

some common characteristics of the result set, as well as some of QPPs defined

in Section 2.3, are utilized. The followings are the set of features used:

1. Length of query

2. Number of subqueries

3. Average subquery length

4. Average of document-query relevance scores

5. Coefficient of variation
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6. Average of document-subqueries relevance scores

7. Average of best performing subquery-document scores

8. Score ratio as described in Chapter 2

9. Decrease in average of document-query relevance scores between different

candidate set sizes

10. Decrease in average of document-subquery relevance scores between dif-

ferent candidate set sizes

11. NQC scores

12. Normalized NQC scores

13. Optimum candidate set size (class label)

Features from 4 to 12 are computed for each subset of top 100 retrieved results

for the query with a step size of 20. These data are used to train the classification

models and 5-fold cross validation is applied 10 times.

We employed 4 strong baseline runs of the previous analysis in our classification

experiments. (The first baseline used in previous experiments, "DFalah11" is

discarded as it did not have enough query results for each query, i.e. there were

query result sets with 40 or 60 documents.)

For each candidate set size, an optimum trade-off parameter is determined by

taking the average of results of all queries. Optimum candidate set size for a

query, in other words class label, for each instance of training data is determined

by applying xQuAD framework to different candidate sets of different sizes with

using that trade-off parameter.

As can be seen in Table 5.4, on the average, the best performing classification

model is Multilayer Perceptron for this set of training data. Although the im-

provements are rather small, it performs better than all other fixed candidate

set sizes for all runs. Especially for baseline run with id 2011SiftR2, the best

result that could be retrieved with a fixed candidate set size is 0.5905, whereas
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Table 5.4: α-nDCG score averages with different candidate set size selections for
each baseline run. MP is Multilayer Perceptron and LR is Logistic Regression.
Optimized score is the average score when best candidate sizes and best trade-
off parameters for each run and query are used and original score is the average
score before any diversification method is applied to the candidate set.

Score type 2011SiftR1 2011SiftR2 srchvrs11b srchvrs11o
Original Score 0.5483 0.5372 0.5546 0.5442

Upperbound Score 0.6209 0.6447 0.6206 0.5940

Candidate
set
size

20 0.5875 0.5823 0.5865 0.5651
40 0.5912 0.5852 0.5977 0.5740
60 0.5974 0.5835 0.6002 0.5760
80 0.5933 0.5905 0.5987 0.5769
100 0.5946 0.5885 0.5997 0.5763

When k is
learned
using

MP* 0.5972 0.6115 0.6030 0.5790
LR* 0.5981 0.6035 0.6015 0.5792
J48 0.5950 0.6068 0.6026 0.5787
IBk 0.5956 0.6090 0.6010 0.5721

by using adaptive candidate set size, the average score across 50 queries rise up

to 0.6115, i.e. a 3.3% relative improvement.

When compared to fixed candidate set size of 100 (which was also used as in

[5]), the average of improvement made for those four strong baselines when

compared to the optimum case (where both best candidate set size and best

trade-off parameters are used for each baseline run and query) is 5.1%, whereas

the average of improvement made for those four strong baselines when candidate

set size is learned using Multilayer Perceptron is 1.3%. There is definitely an

improvement made by learning better candidate set size choices, but there is

still room for improvement.
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CHAPTER 6

CONCLUSIONS AND FUTURE WORK

In this thesis, we considered the additivity of explicit web search result diversi-

fication methods based on the recent study of Kharazmi et al. [5] which applied

diversification methods to the TREC baselines runs between 2009 and 2011.

The findings mentioned in the latter work were reproduced by constructing the

same experimental setup. Going beyond [5], it is revealed that the setting of the

relevance/diversity trade-off parameter λ is key to the overall conclusions of the

experiments. Indeed, it is found that additivity is more likely to occur when λ

is set appropriately for each baseline run, especially for the stronger runs.

Furthermore, it is shown that the mismatch of the retrieval models used to

calculate the relevance of a document to a query (denoted rel(d, q)) and to its

subtopics (denoted rel(d, qi)) has the effect of underestimating the additivity

of the diversification methods. Experiments regarding this issue revealed that

OKapi BM25 cannot replace sophisticated ranking functions employed in TREC

adhoc runs, as the performances of those diversification methods have gone

significantly higher when the original scores from baselines are used.

Last but not the least, the effect of the size of candidate set which diversifica-

tion methods are applied on is analyzed and concluded that using an adaptive

candidate set size further improves the diversification performance. We defined

several features and built machine learning models to predict the candidate set

size on a per-query basis.

Overall, three confounding aspects of the experiments reported in [5] are identi-
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fied, which raise questions about the authors’ conclusion that the diversification

methods “almost never” improve over strong baselines. In fact this thesis shows

that with the appropriate automatic tuning of the parameters of the diversifica-

tion methods over the strong baselines, additivity is achievable.

For a future study, this work can be extended by :

1. Implementing other explicit web search diversification methods to further

investigate the additivity problem,

2. Finding and utilizing other subtopics to replace the official TREC subtopics,

3. Implementing other retrieval functions to compute document-topic rele-

vance in addition to Okapi BM25,

4. Experimenting with other classifiers to determine the optimum candidate

size,

5. Adding new features and query predictors for the classifier that will be

used to better predict the optimum candidate size for a query.

46



REFERENCES

[1] Key word discovery. http://www.keyworddiscovery.com/
keyword-stats.html. Accessed: 2016-11-11.

[2] Rodrygo L. T. Santos, Craig Macdonald, and Iadh Ounis. Search result
diversification. Foundations and Trends in Information Retrieval, 9(1):1–
90, 2015.

[3] Rakesh Agrawal, Sreenivas Gollapudi, Alan Halverson, and Samuel Ieong.
Diversifying search results. In Proceedings of WSDM, pages 5–14, 2009.

[4] Rodrygo L. T. Santos, Jie Peng, Craig Macdonald, and Iadh Ounis. Explicit
search result diversification through sub-queries. In Proceedings of ECIR,
pages 87–99, 2010.

[5] Sadegh Kharazmi, Falk Scholer, David Vallet, and Mark Sanderson. Exam-
ining additivity and weak baselines. Transactions on Information Systems,
34(4):23, 2016.

[6] Timothy Armstrong, Alistair Moffat, William Webber, and Justin Zobel.
Improvements that don’t add up: ad-hoc retrieval results since 1998. In
Proc. of CIKM, pages 601–610, 2009.

[7] Text retrieval conference (trec) home page. http://trec.nist.gov/. Ac-
cessed: 2016-01-12.

[8] Charles L.A. Clarke, Maheedhar Kolla, Gordon V. Cormack, Olga Vech-
tomova, Azin Ashkan, Stefan Büttcher, and Ian MacKinnon. Novelty and
diversity in information retrieval evaluation. In Proceedings of the 31st
International ACM SIGIR Conference on Research and Development in
Information Retrieval, 2008.

[9] Olivier Chapelle, Donald Metlzer, Ya Zhang, and Pierre Grinspan. Ex-
pected reciprocal rank for graded relevance. In Proceedings of the 18th
ACM Conference on Information and Knowledge Management, pages 621–
630, 2009.

[10] Apache lucene - welcome to lucene. https://lucene.apache.org/. Ac-
cessed: 2016-01-12.

[11] Terrier ir platform - homepage. http://terrier.org/. Accessed: 2016-
01-12.

47

http://www.keyworddiscovery.com/keyword-stats.html
http://www.keyworddiscovery.com/keyword-stats.html
http://trec.nist.gov/
https://lucene.apache.org/
http://terrier.org/


[12] Stephen Robertson and Hugo Zaragoza. The probabilistic relevance frame-
work: BM25 and beyond. Foundations and Trends in Information Re-
trieval, 3(4):333–389, 2009.

[13] Dorit S Hochbaum. Approximation algorithms for NP-hard problems. PWS
Publishing Co., 1996.

[14] Jaime G. Carbonell and Jade Goldstein. The use of MMR, diversity-based
reranking for reordering documents and producing summaries. In Proceed-
ings of the 21st International ACM SIGIR Conference on Research and
Development in Information Retrieval, pages 335–336, 1998.

[15] Van Dang and W. Bruce Croft. Diversity by proportionality: an election-
based approach to search result diversification. In Proceedings of SIGIR,
pages 65–74, 2012.

[16] Ahmet Murat Ozdemiray and Ismail Sengor Altingovde. Explicit search
result diversification using score and rank aggregation methods. JASIST,
66(6):1212–1228, 2015.

[17] Kezban Dilek Onal, Ismail Sengor Altingovde, and Pinar Karagoz. Utilizing
word embeddings for result diversification in tweet search. In Proceedings
of AIRS, pages 366–378, 2015.

[18] Makbule Gulcin Ozsoy, Kezban Dilek Onal, and Ismail Sengor Altingovde.
Result diversification for tweet search. In Proceedings of WISE, pages 78–
89, 2014.

[19] Monica Lestari Paramita, Jiayu Tang, and Mark Sanderson. Generic and
spatial approaches to image search results diversification. In Proceedings of
ECIR, pages 603–610, 2009.

[20] Reinier H. van Leuken, Lluis Garcia Pueyo, Ximena Olivares, and Roelof
van Zwol. Visual diversification of image search results. In Proceedings of
WWW, pages 341–350, 2009.

[21] Elena Demidova, Peter Fankhauser, Xuan Zhou, and Wolfgang Nejdl.
DivQ : diversification for keyword search over structured databases. In SI-
GIR, pages 331–338, 2010.

[22] Enrico Minack, Wolf Siberski, and Wolfgang Nejdl. Incremental diversifi-
cation for very large sets: a streaming-based approach. In Proceedings of
SIGIR, pages 585–594, 2011.

[23] David Vallet, Martin Halvey, Joemon M. Jose, and Pablo Castells. Apply-
ing soft links to diversify video recommendations. In Proceedings of CBMI,
pages 73–78, 2011.

48



[24] Saúl Vargas, Linas Baltrunas, Alexandros Karatzoglou, and Pablo Castells.
Coverage, redundancy and size-awareness in genre diversity for recom-
mender systems. In Proceedings of RecSys, pages 209–216, 2014.

[25] Saul Vargas and Pablo Castells. Rank and relevance in novelty and diversity
metrics for recommender systems. In Proceedings of RecSys, pages 109–116,
2011.

[26] Rakesh Agrawal, Sreenivas Gollapudi, Alan Halverson, and Samuel Ieong.
Diversifying search results. In Proceedings of the Second ACM International
Conference on Web Search and Data Mining, pages 5–14. ACM, 2009.

[27] Sreenivas Gollapudi and Aneesh Sharma. An axiomatic approach for result
diversification. In Proceedings of WWW, pages 381–390, 2009.

[28] Rodrygo L. T. Santos, Craig Macdonald, and Iadh Ounis. Exploiting
query reformulations for web search result diversification. In Proceedings of
WWW, pages 881–890, 2010.

[29] Saul Vargas, Pablo Castells, and David Vallet. Explicit relevance models
in intent-oriented information retrieval diversification. In Proceedings of
SIGIR, pages 75–84, 2012.

[30] Joseph A. Fox and Edward Shaw. Combination of multiple sources: The
TREC-2 interactive track matrix experiment. In Proceedings of SIGIR,
1994.

[31] Joon Ho Lee. Analyses of multiple evidence combination. In Proceedings
of SIGIR, pages 267–276, 1997.

[32] Karen Sparck Jones. A statistical interpretation of term specificity and its
application in retrieval. Journal of documentation, 28(1):11–21, 1972.

[33] Steve Cronen-Townsend, Yun Zhou, and W Bruce Croft. Predicting query
performance. In Proceedings of the 25th annual international ACM SIGIR
conference on Research and development in information retrieval, pages
299–306. ACM, 2002.

[34] David Carmel and Oren Kurland. Query performance prediction for ir. In
Proceedings of the 35th international ACM SIGIR conference on Research
and development in information retrieval, pages 1196–1197. ACM, 2012.

[35] Claudia Hauff, Djoerd Hiemstra, and Franciska de Jong. A survey of pre-
retrieval query performance predictors. In Proceedings of the 17th ACM
conference on Information and knowledge management, pages 1419–1420.
ACM, 2008.

49



[36] Chengxiang Zhai and John Lafferty. A study of smoothing methods for
language models applied to ad hoc information retrieval. In Proceedings
of the 24th annual international ACM SIGIR conference on Research and
development in information retrieval, pages 334–342. ACM, 2001.

[37] Ben He and Iadh Ounis. Inferring query performance using pre-retrieval
predictors. In International Symposium on String Processing and Informa-
tion Retrieval, pages 43–54. Springer, 2004.

[38] Josiane Mothe and Ludovic Tanguy. Linguistic features to predict query
difficulty. In ACM Conference on research and Development in Informa-
tion Retrieval, SIGIR, Predicting query difficulty-methods and applications
workshop, pages 7–10, 2005.

[39] Falk Scholer, Hugh E Williams, and Andrew Turpin. Query association
surrogates for web search. Journal of the American Society for Information
Science and Technology, 55(7):637–650, 2004.

[40] Ben He and Iadh Ounis. Query performance prediction. Information Sys-
tems, 31(7):585–594, 2006.

[41] Kuilam L Kwok. A new method of weighting query terms for ad-hoc re-
trieval. In Proceedings of the 19th annual international ACM SIGIR confer-
ence on Research and development in information retrieval, pages 187–195.
ACM, 1996.

[42] Ying Zhao, Falk Scholer, and Yohannes Tsegay. Effective pre-retrieval query
performance prediction using similarity and variability evidence. In Euro-
pean Conference on Information Retrieval, pages 52–64. Springer, 2008.

[43] Anna Shtok, Oren Kurland, and David Carmel. Predicting query perfor-
mance by query-drift estimation. In Conference on the Theory of Informa-
tion Retrieval, pages 305–312. Springer, 2009.

[44] Yun Zhou and W Bruce Croft. Query performance prediction in web search
environments. In Proceedings of the 30th annual international ACM SIGIR
conference on Research and development in information retrieval, pages
543–550. ACM, 2007.

[45] Ahmet Murat Ozdemiray and Ismail Sengor Altingovde. Query perfor-
mance prediction for aspect weighting in search result diversification. In
Proceedings of the 23rd ACM International Conference on Conference on
Information and Knowledge Management, pages 1871–1874. ACM, 2014.

[46] Kaweh Djafari Naini, Ismail Sengor Altingovde, and Wolf Siberski. Scalable
and efficient web search result diversification. Transactions on the Web,
10(3):15:1–15:30, 2016.

50



[47] Zettair. Zettair open-source search engine. http://www.seg.rmit.edu.
au/zettair/, 2016.

[48] Charles L Clarke, Nick Craswell, and Ian Soboroff. Overview of the trec
2009 web track. Technical report, DTIC Document, 2009.

[49] Rodrygo LT Santos, Craig Macdonald, and Iadh Ounis. Selectively diversi-
fying web search results. In Proceedings of CIKM, pages 1179–1188. ACM,
2010.

[50] Rodrygo LT Santos, Richard McCreadie, Craig Macdonald, and Iadh Ounis.
University of glasgow at trec 2010: Experiments with terrier in blog and
web tracks. 2010.

[51] Weka 3 - data mining with open source machine learning software in java.
http://www.cs.waikato.ac.nz/ml/weka/. Accessed: 2016-01-12.

[52] Ian H Witten and Eibe Frank. Data Mining: Practical machine learning
tools and techniques. Morgan Kaufmann, 2005.

[53] Naomi S Altman. An introduction to kernel and nearest-neighbor nonpara-
metric regression. The American Statistician, 46(3):175–185, 1992.

[54] David E Rumelhart, Geoffrey E Hinton, and Ronald J Williams. Learn-
ing internal representations by error propagation. Technical report, DTIC
Document, 1985.

[55] Frank Rosenblatt. Principles of neurodynamics. perceptrons and the theory
of brain mechanisms. Technical report, DTIC Document, 1961.

[56] Shuyan Wang, Mingquan Zhou, and Guohua Geng. Application of fuzzy
cluster analysis for medical image data mining. Mechatronics and Automa-
tion, 2:631–636, 2005.

[57] Peter McCullagh and John A Nelder. Generalized linear models, volume 37.
CRC press, 1989.

[58] Trevor J Hastie and Robert J Tibshirani. Generalized additive models,
volume 43. CRC Press, 1990.

51

http://www.seg.rmit.edu.au/zettair/
http://www.seg.rmit.edu.au/zettair/
http://www.cs.waikato.ac.nz/ml/weka/

	ABSTRACT
	ÖZ
	ACKNOWLEDGMENTS
	TABLE OF CONTENTS
	LIST OF TABLES
	LIST OF FIGURES
	LIST OF ABBREVIATIONS
	INTRODUCTION
	Motivation
	Problem Definition and Our Approach
	Contributions
	Organization of Thesis

	BACKGROUND INFORMATION
	Search Result Diversification Approaches
	IA-Select
	xQuAD
	CombSum

	Calculating Document-Query Relevance Score
	Query Performance Predictors
	Pre-retrieval Query Performance Predictors
	Post-retrieval Query Performance Predictors
	Normalized Query Commitment (NQC)
	Weighted Information Gain (WIG)
	Score Ratio



	EXPERIMENTAL SETUP
	Diversification Methods
	Evaluation Metrics
	Query Sets and Subtopics
	Baseline Runs and Categories

	Analysis of Additivity in Diversification For Strong Baselines
	Trade-off Parameter
	Reproduced Results with Global Trade-off Parameter
	Local and Best Trade-off Parameter

	Document-Subtopic Relevance
	Summary of Main Findings

	Predicting Candidate Set Size
	Analyzing Effects of Candidate Size Selection
	Candidate Set Size Prediction

	CONCLUSIONS AND FUTURE WORK
	REFERENCES

